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Abstract— Digitally Reconstructed Radiographs (DRRs) play
a vital role in medical imaging procedures and radiotherapy
applications. They allow the continuous monitoring of pa-
tient positioning during image guided therapies using multi-
dimensional image registration. Conventional generation of
DRRs using spatial domain algorithms such as ray casting is
associated with computational complexity of O(N3). Fourier
slice theorem is an alternative approach for generating the
DRRs in the k-space with reduced time complexity. In this work,
we present a high performance, scalable, and optimized DRR
generation pipeline on the Graphics Processing Unit (GPU).
The strong scaling performance of the presented pipeline is
investigated and demonstrated using two contemporary GPUs.
Our pipeline is capable of generating DRRs for 5123 volumes
in less than a milli-second.

I. INTRODUCTION AND RELATED WORK

Digitally-reconstructed radiographs have significant im-
portance in several imaging procedures and image guided
interventions including planning and verification of radio-
therapy treatments, cancer treatment, and multi-dimensional
medical image registration [1], [2].

DRRs can be intuitively generated in the spatial domain
with an optical model that simulates the light transport in
the tissue. This model is based on the physics of x-ray
attenuation. It is also known in the contexts of computer
graphics literature by x-ray volume rendering [3], [4]. Never-
theless, this technique has O(N3) computational complexity.
Different optimization strategies are applied to improve the
performance of the DRR generation process such as early
space skipping [5], but they are subject to the content of the
data.

DRRs can be alternatively reconstructed with reduced
complexity of O(N2logN) using the Fourier slice theo-
rem. This technique was discussed primarily by Ntasis et
al. [6]. Another advantage of this technique over X-ray
volume rendering is its independence of the image quality
on the sampling step size. Nevertheless, it requires huge
memory demands compared to spatial-domain algorithms.
The generation of DRRs relying on the Central Processing
Unit (CPU) implementations reveals clinically unacceptable
processing times even for small volumes [7]. A CPU-GPU
heterogeneous implementation was presented in [8]. This
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implementation provides interactive frame-rates, however, it
does not consider the scalability required for adding several
filtration stages that can maximally improve the reconstruc-
tion quality of the resulting DRR. This implementation was
extended later to generate DRRs of large volumes that do not
fit in the memory of the GPU using offline rendering [9].

Due to its embarrassingly-parallel nature, implementing
the algorithm entirely on the GPU will potentially leverage
its performance. Our primary concern in this paper is given
to constructing an extensible, efficient and scalable GPU-
accelerated DRR generation pipeline that operates in the k-
space relying on the Fourier slice theorem. Our implemen-
tation will be based on the Compute Unified Device Archi-
tecture (CUDA) technology, which exposes the underlying
architecture of the GPU at minimal overhead.

II. THOERY AND ALGORITHM

A. Fourier-Slice Theorem

The Fourier slice theorem establishes a direct mapping
between the projections of multi-dimensional spatial signals
and their Fourier transform [10], [11]. Consequently, the
DRR image of a 3D signal (or a scalar volume field) is
equivalent to the inverse Fourier transform of a central slice
passing through the origin of the Fourier spectrum of the
3D volume field. In summary, the 2D Fourier transform of
a DRR image reflects a central-slice extracted from k-space
representation of the volume field with a normal unit vector
that is perpendicular on the viewing direction. This idea is
illustrated by Figure 1.

Assuming that the spatial volume, denoted by Vs(x, y, z),
and its Fourier transform by VF (kx, ky, kz) are band-limited
functions sampled on a uniform grid where x, y, z and
kx, ky , kz are the coordinates of the spatial domain and
frequency domain respectively, the DRR of the volume
Vs(x, y, z) can be obtained by evaluating VF (kx, ky, kz)
along a plane P (ku, kv) defined by arbitrary ortho-normal
vectors Wu & Wv where

Wu = (kux, kuy, kuz) and Wv = (kvx, kvy, kvz) (1)

P (ku, kv) represents the central-slice that is extracted
from the spectral volume VF (kx, ky, kz) where

P = VF (kuxku+kvxkv, kuyku+kvykv, kuzku+kvzkv) (2)

then, the DRR image p(u, v) can be computed by evalu-
ating the 2D inverse Fourier transform of P (ku, kv) where

p(u, v) =

∫ ∞
−∞

∫ ∞
−∞

P (ku, kv)e
2πi(uku+vkv)dkudkv (3)
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An extensive review of the theory behind the Fourier slice
theorem can be found in [10], [11], [12].

B. DRR Generation Algorithm

The DRR generation algorithm consists of a volume
pre-processing stage and a DRR rendering loop. The pre-
processing stage prepares the spectral volume for optimum
slicing. The Fourier coefficients of the spectral volume are
obtained by a 3D FFT operation that has a time complexity
of O(N3logN). The volume is wrapped around (using FFT-
shift operations) twice to set the DC component of the
spectral data at the origin of the k-space. This step is
crucial to avoid the complexity associated with indexing the
right samples that belong to the central slice. It guarantees
seamless extraction of the Fourier slice by intersecting a 2D
plane that is centered at the origin with the spectral volume.

The rendering loop is executed on a per-frame basis. The
Fourier slice is extracted from the spectral volume and inter-
polated along the viewing direction to reduce the ghosting
and aliasing artifacts that occur due to resampling the k-
space. Afterwards, the interpolated slice is back-transformed
to the spatial domain using inverse 2D FFT. The final DRR
image is obtained by shifting the resulting image from
the inverse FFT operation. The main stages of the DRR
generation algorithm are graphically sketched in Figure 1.
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Fig. 1. Graphical representation of the Fourier slice theorem. The
spectral volume is obtained by a 3D FFT operation. A central Fourier-
slice is extracted from this spectrum. The DRR image is obtained by back-
transforming the extracted slice to the spatial domain with 2D inverse FFT.
The Fourier-shifting operations are not sketched.

III. GPU-BASED DRR GENERATION PIPELINE

The DRR generation pipeline is divided into two mutually
exclusive contexts: a compute context and a rendering one.

The compute context addresses any data-parallel compute
operation including (1) computing the 3D Fourier spectrum
coefficients, (2) and the Fourier shifting stages, (3) high
order resampling of the extracted Fourier slice, and (4) back-
transforming the resampled slice into the final DRR image.
These operations are optimized to be executed within a
CUDA compute context.

The rendering context handles any operations that involve
OpenGL drawing calls, for instance, extracting the Fourier
slice from the spectral representation of the volume and
displaying the computed DRR. Although both contexts are
implemented on the GPU, their communication mechanisms
are quite complex compared to typical OpenGL rendering
applications. The data communication signaling between
CUDA and OpenGL takes a different approach because each
context has its own memory space that cannot be referenced
directly by the other context.

One way to resolve this constraint can be taken relying
on a round-trip copy of the data between the GPU and the
CPU. In turn, the resulting data from one context will be
downloaded to the CPU and uploaded later to the GPU
to reside in the address space of the other context. This
mechanism would potentially limit the bandwidth of the
entire pipeline to that of the bus between the CPU and
the GPU. On average, this bandwidth is approximately 10
times slower compared to that of the global memory of the
GPU. Another reasonable alternative can be achieved using
Pixel Buffer Objects (PBOs) and OpenGL textures within the
rendering context and CUDA graphics resources on the side
of the compute context. This communication mechanism will
map the memory space between the rendering context and
the compute one. Such direct mapping is crucial to leverage
the performance of the workflow.

It has to be noted that the CPU is just used to load the
input volume data and control the signaling of the rendering
workflow on the GPU in addition to the communication
between the GPU and the CPU. The execution of the pipeline
is initialized with uploading the volume data to reside on
the global memory of the GPU. To reduce the complexity
of extracting the Fourier slice, the volume has to be Fourier-
shifted before and after the 3D FFT operation. After the
preparation of the spectral volume in the previous pre-
processing steps, the rendering loop is executed to generate
different DRR images based on parameters set as a result
of the user interaction. After the preparation of the Fourier
volume, the compute context is switched to the rendering
context and the spectral volume is mapped through a PBO
into a 3D OpenGL texture. This texture is intersected with
a proxy geometry represented by a 2D plane that has a
diagonal that is

√
2N for a N3 volume. The Fourier slice

is then projected into a 2D OpenGL texture and mapped
to a low-latency array on the CUDA compute context. The
contexts are switched again and the slice is interpolated using
a windowed-sinc reconstruction filter to reduce the ghosting
and the aliasing artifacts due to resampling the frequency
domain. The interpolated slice is then back-transformed to
the spatial domain with an inverse 2D FFT operation and
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the final DRR is then generated after shifting the back-
transformed image. Once more, the OpenGL context is
activated and the DRR image is finally mapped to it for final
display. Figure 2 sketches a high level diagram of our GPU-
based implementation. To maximally reduce the ghosting
artifacts, the filtering mode of the spectral texture is set to tri-
linear. Also, the resampling stage is implemented with a two-
step separable convolution filter to optimize the performance
of the rendering loop. The FFT operations are executed using
the CUFFT library [13], and the Fourier-shifting stages are
implemented based on the cufftShift library presented in [14],
[15].
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Fig. 2. High-level diagram of our GPU-based DRR generation pipeline. The
compute and rendering contexts are implemented with CUDA and OpenGL
respectively.

IV. RESULTS & DISCUSSION

A. DRR Reconstructions

Figure 3 demonstrates the results of rendering several
DRRs for CT and MRI datasets that have different spatial
resolutions. All the datasets are restructured in regular uni-
formly sampled Cartesian grids [16], [17].

B. Pipeline Benchmarks

The strong scaling performance of our rendering pipeline
is addressed by benchmarking the implementation on two
NVIDIA CUDA-capable GPUs. The GeForce GT 640 (GPU
#1) is considered a mid-range commodity one with 384
computing cores, while the GeForce GTX 970 (GPU #2) that

Fig. 3. Different DRRs of MRI and CT medical datasets generated with
our rendering pipeline.

has 1560 cores can be ranked as a state-of-the-art model.
The benchmarks were reported for two volume grids of
sizes 2563 and 5123. To optimize the rendering pipeline,
the compute context is tested for different block dimensions
(from 2 × 2 to 32 × 32). Figure 4 shows the aggregate
benchmarks of the rendering pipeline in terms of the pre-
processing stage and the rendering loop. The dependence of
the pipeline performance on the block size is obvious. The
DRR generation time varies between few milli-seconds and
tens of milli-seconds. The optimum size for both GPUs is
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found to be 16×16. On the GTX 970 GPU, the DRR can be
generated in less than a milli-second while it takes around
five milli-seconds to be rendered on the GT 640.

Fig. 4. DRR generation pipeline benchmarks on two GPUs: the GeForce
GT 640 and GTX 970. The X-axis represents a logarithmic time scale in
milli-seconds.

V. CONCLUSION & FUTURE WORK

We have presented an efficient and scalable rendering
workflow for generating DRRs on the GPU using the Fourier
slice theorem. The implementation is optimized to fully
utilize the bandwidth of contemporary GPUs by avoiding
data round-trip copies between the CPU and the GPU on
a per-frame basis. The strong scaling performance of our
implementation has been investigated on mid-range and
state-of-the-art GPUs for various grid configurations and
volume sizes. The rendering pipeline is capable of generating
a DRR of resolution 5122 in less then a mill-second on
a high-end GPU and 5 milli-seconds on a mid-range one.

Future work and extensions to this work will be focused
on integrating further reconstruction filters to improve the
shading effects in the generated DRRs. Scaling the rendering
pipeline on multiple GPU contexts will be also addressed to
overcome the memory limitations of a single GPU.
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